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​Section 8.2.1

p138, L24

“The destination MIH node may choose to save the received MIH protocol message header to correlate with any other retransmitted message(s) containing the same Transaction-ID in order to avoid duplicate processing of the same MIH protocol  message. The time duration of this buffer may depend on the RTT between the two nodes. If a retransmitted message is received during this time period, the destination MIH node shall respond with an acknowledgement message even though an acknowledgement message may have been sent earlier for the same MIH protocol message.  This is to safeguard against the cases wherein the acknowledgement message may have been lost. The destination MIH node shall not process the duplicate retransmitted message if it has already done so. If a destination MIH node receives an MIH protocol message with no ACK-Req bit set then no action is taken with respect to the ACK protocol functionality.”

Issues that come out in from this paragraph:

1) no guidance on how to calculate RTT is given (this also impacts section 8.3.2.3, since RFC 2988 requires the RTT to be known).  For example, for a message with multiple response packets being sent in return, is the RTT the time from the end of the transmission to the receipt of the first frame of a response or the last frame of the response.  What provisions are being made for processing delays that may occur at the other end, and how should this impact the update of the RTT value?  Some guidance on how the RTT should (or should not) be updated in cases where messages are unacknowledged etc. needs to be provided.

2) I don’t believe it is possible for the destination MIH node to be able to work out the RTT, i.e. the source sends a request that is received at the destination, the destination sends a response – the destination never receives anything else from the sender, so how is it able to calculate the RTT?  If it does not know the RTT, it cannot set the time duration of the buffer (I realise it says “may depend”, but I don’t think it should say even that).

Remedy #1:

“A source MIH node shall start a retransmission timer  after sending an MIH protocol message with the ACK-Req bit set and shall save a copy of the MIH protocol message while the timer is active. The algorithm defined in IETF RFC 2988 may be used to guild the calculation of the value of the retransmission timer. If the acknowledgement message is not received before the expiration of the timer, the source MIH node may immediately retransmit …”

“If a newly arrived MIH protocol message is found to carry the same Transaction ID of an earlier arrived message, the destination MIH node shall consider the new message as a retransmitted copy of the earlier arrived message. In such a case, the destination MIH node shall respond with an acknowledgement message even though an acknowledgement message may have been sent earlier for the same MIH protocol message.  This is to safeguard against the cases wherein the acknowledgement message may have been lost. The destination MIH node shall not process the duplicate retransmitted message if it has already done so. If a destination MIH node receives an MIH protocol message with no ACK-Req bit set then no action is taken with respect to the ACK protocol functionality.”

Section 8.3.2.3
P142, L35

This text is misleading, it is not really talking about congestion control, but also about retransmission and rate limitation.  Would suggest a revision as follows:

Section 8.3.2.3

Load Management

“The MIH protocol does not provide direct support for congestion control.  Therefore it is recommended to run the MIH protocol over congestion aware transport layers.

In order to help prevent congestion, flow control mechanisms are implemented at the MIHF.  A single rate limiter applies to all traffic (for all interfaces and message types). It applies to retransmissions, as well as new messages, although an implementation may choose to prioritize one over the other. When the rate limiter is in effect, MIH messages are queued until transmission is re-enabled, or an error condition may be indicated back to local signalling applications. The rate limiting mechanism is implementation specific, but it is recommended that a token bucket limiter as

described in IETF RFC 4443 be used.
When an MIHF suffers from overload, it may drop requests from MIH requestors, and may differentiate between requestors to implement selective dropping. For example, messages could be dropped from a particular requestor if that requestor could be established as the origin of a DoS attack. An MIHF may not drop a message if it was delivered reliably by the transport (L2 or L3). Any reliable delivery function may be able to indicate a flow control back to the requestor, and an MIHF may invoke flow control towards a specific requestor when overloaded with reliably delivered messages.”

The values for the token bucket ought to be specified somewhere in the draft.
I also think this sentence should be moved into the bit of the spec talking about retransmission (possibly 8.2.1):

“For congestion control, a retransmission timer for an MIH message is computed based on the algorithm defined in IETF RFC 2988”

Section 8.3.3

P144 L31
Transaction ID ought to be defined more explicitly.  E.g. how should it be initialised – just starting at 0 probably is not good enough, especially after a re-start.

Could it be stated that the MIHF generates a random number and increments it?

Remedy
“For example, this could be an integer that starts from a random initial value and incremented by one (modulo 2^16) every time a new Transaction ID is generated.”
